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ABSTRACT

Why should a clinician trust an Artificial Intelligence (Al) prediction? Despite
the increasing accuracy of machine learning methods in medicine, the lack of
transparency continues to hinder their adoption in clinical practice. In this work,
we explore Kolmogorov-Arnold Networks (KANs) for clinical classification tasks
on tabular data. In contrast to traditional neural networks, KANs are function-
based architectures that offer intrinsic interpretability through transparent, symbolic
representations. We introduce Logistic-KAN, a flexible generalization of logistic
regression, and Kolmogorov-Arnold Additive Model (KAAM), a simplified additive
variant that delivers transparent, symbolic formulas. Unlike “black-box” models
that require post-hoc explainability tools, our models support built-in patient-level
insights, intuitive visualizations, and nearest-patient retrieval. Across multiple
health datasets, our models match or outperform standard baselines, while remain-
ing fully interpretable. These results position KANs as a promising step toward
trustworthy Al that clinicians can understand, audit, and act upon. We release the
code for reproducibility in our repository.

1 INTRODUCTION

Would you take a medication if your doctor could not explain how it works? The same question now
applies to Artificial Intelligence (A).

As machine learning continues to change clinical workflows (by enhancing diagnostic accuracy,
predicting patient outcomes, and enabling treatment personalization), trust in these systems becomes
as important as their accuracy, particularly in high-stakes clinical decision-making contexts (Bindra
and Jain, 2024; Xie et al., 2025).

Despite their success, many Al models remain “black boxes,” that is, systems whose internal decision-
making mechanisms are not comprehensible to humans (Xu and Shuttleworth, 2024). Deep neural
networks, in particular, offer state-of-the-art performance but little insight into how predictions are
made. This opacity is problematic in high-stakes domains, such as healthcare, where decisions must
be explained, justified, and trusted. Clinicians are legally and ethically required to interpret and
defend their actions, and the same standard should apply to Al systems (Frasca et al., 2024; Ghassemi
etal., 2021).

To address these challenges, the field of Explainable Artificial Intelligence (XAI) has emerged, with
tools like SHapley Additive exPlanations (SHAP) (Lundberg and Lee, 2017; Mosca et al., 2022),
Local Interpretable Model-Agnostic Explanations (LIME) (Ribeiro et al., 2016), and Shapley Additive
Global Importance (SAGE) (Covert et al., 2020) providing post-hoc explanations. Specific methods,
such as Grad-CAM, have been developed to highlight salient regions in medical images (Selvaraju
et al., 2020). These methods are useful, but external to the model: they approximate explanations
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rather than reflecting the true reasoning of the system (Alaa and Van der Schaar, 2019). In healthcare,
this distinction is critical. When lives are on the line, interpretability must be intrinsic, reliable, and
human-centered (Alkhanbouli et al., 2025; Chen et al., 2022; Lipton, 2018; Pahud de Mortanges
et al., 2024). Bridging the gap between the objectives of Al developers and the expectations of
interpretability from clinical end-users is essential for real-world adoption of machine learning in
clinical practice (Bienefeld et al., 2023). These insights suggest that achieving interpretability is as
much a matter of interface and usability as it is of model structure. New approaches are needed to
deliver interpretable, technically sound, and clinically meaningful systems.

A promising direction is to build models that are interpretable by design. That is, models whose
internal structure allows direct understanding of their decisions, without relying on heuristics. In this
context, Kolmogorov-Arnold Networks (KANs) have recently emerged as such an alternative (Liu
et al., 2024a;b). Grounded in function approximation theory, KANs learn mappings via compositions
of univariate spline functions. This allows not only powerful approximation capabilities but also the
extraction of symbolic formulas that describe how inputs relate to outputs, offering built-in trans-
parency that traditional neural networks lack. Based on classical results in function approximation,
KANs learn mappings through compositions of learnable, low-dimensional interpolation functions,
which makes them not only powerful approximators but also inherently interpretable. Unlike standard
neural networks, such as Multi-Layer Perceptrons (MLPs), KANs can express the learned function as
a symbolic mathematical formula, providing direct insight into the model’s decision-making process.
This built-in interpretability enables a more transparent understanding of model behavior, eliminating
the need for external explanation tools, although these tools can still be applied if desired. Neverthe-
less, comparisons between KANs and MLPs suggest that while KANSs offer notable interpretable
advantages, their predictive performance still has room for improvement in some scenarios (Yu et al.,
2024a).

KANSs have rapidly evolved, incorporating ideas from deep learning such as dropout (Altarabichi,
2024), residual connections (Yu et al., 2024b), transformer-based architectures (Genet and Inzirillo,
2024), convolutional operators (Bodner et al., 2024; Drokin, 2024), U-Net structures (Li et al.,
2024), graph neural networks (Zhang and Zhang, 2024), Gaussian processes (Chen, 2024), and
reinforcement learning frameworks (Kich et al., 2024). However, their application to clinical decision-
support remains largely unexplored. Most prior work has focused on regression tasks in physics
and engineering (Ji et al., 2024; Somvanshi et al., 2024), or on structured prediction in non-clinical
domains. Even in recent medical applications, such as medical imaging (Yang et al., 2025), the
potential of KANs for interpretable classification in tabular health data is largely unexplored. In
particular, it remains unclear how the structure of KANSs can be leveraged to meet the transparency
requirements of real-world clinical workflows. This gap is especially relevant given that many medical
Al applications involve binary or multiclass classification problems (e.g., diagnosis, triage, or risk
prediction) where interpretability directly influences clinical trust, adoption, and applicability.

In this study, we address this gap by building upon the KAN framework to propose two novel models
for classification on tabular medical data: Logistic Kolmogorov-Arnold Network (Logistic-KAN)
and Kolmogorov-Arnold Additive Model (KAAM). Inspired by Neural Additive Models (NAMs)
(Agarwal et al., 2021), our approach is designed to combine high predictive performance with intrinsic
interpretability, tailored to the needs of clinical users. Logistic-KAN integrates the flexibility of KANs
into a well-known model structure, enabling nonlinear yet interpretable transformations of each input
feature. KAAM further extends this framework by enforcing an additive decomposition, where each
variable contributes independently through a dedicated KAN block. This design supports intuitive
and localized interpretations while allowing clinicians to explore how individual features influence
predictions. Beyond predictive performance, KAAM also enables a set of graphical visualization
tools (including radar plots, feature contribution visualizations, and nearest-patient comparisons) that
facilitate the understanding of individual predictions, particularly in ambiguous or counterintuitive
cases. Through extensive experimentation, we show that both models achieve competitive results
while maintaining high levels of transparency. These contributions position Logistic-KAN and KAAM
as promising tools for advancing interpretable, trustworthy Al systems in healthcare, combining sym-
bolic transparency with a practical interpretability framework enriched by patient-level visualizations
and clinically grounded reasoning.



2 RESULTS

To assess the full potential of our proposed models in clinical settings, this section is structured
into three main parts. First, in Section 2.1, we introduce the health-related datasets used in our
experiments. Then, in Section 2.2, we evaluate the predictive performance of Logistic-KAN and
KAAM on a variety of classification tasks and compare them with state-of-the-art baselines. This
step establishes that our models are competitive in terms of machine learning utility. Once predictive
performance is established, the focus in this section shifts to the core advantage of our approach: built-
in interpretability. We illustrate the native visual interpretability of KAAM through a representative
multiclass example (Diabetes-130). Finally, in Section 2.3, we present a comprehensive case study
on the Heart dataset, demonstrating how symbolic formulas, personalized reasoning, and patient
similarity retrieval can support transparent, clinician-facing decision-making. This ability to deliver
accurate and inherently interpretable predictions is especially critical in high-stakes domains, such
as healthcare. All datasets and source code used in this study are publicly available at https:
//github.com/Patricia—A-Apellaniz/classification_with_kans.

2.1 EXPERIMENTAL DATA: PATIENT COHORTS AND TASKS

To evaluate the effectiveness of our proposed models in diverse clinical scenarios, we conducted
experiments on six publicly available health-related datasets. These datasets span a range of prediction
tasks, from binary risk classification to multiclass diagnosis estimation, and include real-world records
collected from surveys, hospitals, and genomic resources. Importantly, they also reflect realistic
conditions commonly found in healthcare data, such as varying levels of class imbalance, from
severely skewed distributions (e.g., Heart) to more balanced ones (e.g., Obesity). This diversity
makes the evaluation particularly relevant for real-world deployment scenarios. All datasets were
preprocessed using a unified pipeline: categorical variables were one-hot encoded, and continuous
features were standardized.

The datasets include: (i) the Heart dataset (Centers for Disease Control and Prevention (CDC),
2023), whose task is binary classification, predicting presence of heart disease, with only 9.4%
positives; (ii) Diabetes-H, from the CDC BRFSS 2015 (Xie et al., 2019), a multiclass task with
three labels: no diabetes, prediabetes, and diabetes; (iii) Diabetes-130 (Clore et al., 2014), based
on hospital admissions, with demographic and treatment features and a multiclass task of three
diagnostic outcomes; (iv) the Obesity dataset (Palechor and De la Hoz Manotas, 2019), a 7-class
problem ranging from insufficient weight to obesity type III based on lifestyle and physical metrics
from Latin American populations; (v) a binarized version of the same, Obesity-Bin, grouping patients
as obese or not; and (vi) the Breast Cancer dataset from TCGA (Weinstein et al., 2013), with 569
cases and 30 clinical and genomic variables for predicting malignancy. These datasets provide a
robust benchmark to evaluate both the predictive and interpretable capabilities of our models across
diverse clinical settings. A summary of key dataset characteristics is provided in Table 1.

Dataset # Samples used (available) # Features Data Types Task Classes Class Proportion

Heart 1,000 (253,680) 22 Binary, categorical, integer Binary classification 2 90.58% /9.42%
Diabetes-H 1,000 (253,680) 22 Binary, categorical, integer Multiclass classification 3 84.24% 1 1.83% /1 13.93%
Diabetes-130 1,000 (91,844) 45 Binary, categorical, integer Multiclass classification 3 53.67% 135.15% / 11.18%
Obesity 1,000 (2,111) 17 Binary, categorical, integer, continuous ~ Multiclass classification 7 Balanced classes (around 15% each)
Obesity-Bin 1,000 (2,111) 17 Binary, categorical, integer, continuous Binary classification 2 54.10% / 45.90%

Breast Cancer 569 30 Binary, categorical, continuous Binary classification 2 62.74% / 37.26%

Table 1: Summary of the clinical datasets used in this study. Subsets of 1,000 samples were extracted
from the larger datasets to simulate realistic clinical scenarios, while the smallest dataset was used in
its entirety.

2.2 MODEL PERFORMANCE ACROSS CLINICAL DATASETS

To rigorously evaluate the predictive capabilities of our proposed models, Logistic-KAN and KAAM,
we compare their performance against four widely used baselines: Logistic Regression (LR), Random
Forest (RF), MLP, and NAM. All models are evaluated across the datasets described in Section 2.1,
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under a consistent preprocessing and training pipeline. For each method, we perform a comprehensive
hyperparameter optimization procedure as detailed in Appendix A.

Table 2 summarizes the results obtained for six datasets and five standard metrics: accuracy, ROC-
AUC, Fl-score, precision, and recall. Overall, both proposed models achieve highly competitive
results across all tasks. Notably, Logistic-KAN consistently obtains the highest recall and F1-
score across multiple datasets (e.g., Heart, Obesity), reflecting its strong ability to capture class-
specific patterns with balanced performance. KAAM, in turn, demonstrates particularly robust results
in terms of precision and AUC, even under its additive structure constraints. The inclusion of
confidence intervals reinforces the reliability of these findings. In simpler binary tasks such as Heart
or Obesity-Bin, both Logistic-KAN and KAAM achieve near-perfect performance with very narrow
intervals, suggesting high certainty in predictions. In more challenging settings, such as Diabetes-130,
performance degrades as expected; however, both models remain competitive relative to “black-box”
baselines. These results highlight the practical effectiveness of the proposed architectures in tabular
clinical settings.

Classification Metrics
Dataset Model
Accuracy ROC-AUC F1-score Precision Recall
MLP 0.90 (0.85,0.94)  0.38 (0.25,0.52)  0.00 (0.00,0.00)  0.00 (0.00,0.00)  0.00 (0.00, 0.00)
LR 0.79 (0.74,0.85)  0.89(0.83,0.95)  0.44(0.30,0.58) 0.31(0.19,0.44) 0.81 (0.63, 0.96)
Heart RF 0.90 (0.86,0.94)  0.90(0.83,0.95) 0.54(0.35,0.71)  0.52(0.31,0.71) 0.57 (0.37, 0.79)
NAM 0.90 (0.85,0.94)  0.38(0.26,0.49)  0.00 (0.00,0.00)  0.00 (0.00,0.00)  0.00 (0.00, 0.00)
Logistic-KAN | 0.84 (0.79,0.89)  0.91 (0.84,0.96)  0.56 (0.41,0.69) 0.40(0.27,0.53)  0.95 (0.85, 1.00)
KAAM 0.82(0.77,0.87)  0.90 (0.84,0.95)  0.49(0.34,0.64) 0.35(0.22,0.49) 0.86 (0.69, 1.00)
MLP 0.81(0.81,0.82)  0.58(0.58,0.59) 0.75(0.75,0.75)  0.71 (0.71,0.72)  0.81 (0.81, 0.82)
LR 0.80 (0.80,0.80)  0.70 (0.69, 0.70)  0.81(0.80,0.81)  0.81(0.81,0.82)  0.80 (0.80, 0.80)
Diabetes-H RF 0.85(0.85,0.85)  0.66 (0.66,0.67)  0.82(0.82,0.82) 0.81(0.81,0.81) 0.85 (0.85, 0.85)
Logistic-KAN | 0.82(0.82,0.86)  0.68 (0.68,0.69)  0.75(0.75,0.76)  0.73(0.73,0.74)  0.82(0.82, 0.83)
KAAM 0.82(0.82,0.83)  0.68 (0.68,0.69)  0.75(0.75,0.76)  0.73(0.73,0.74)  0.82 (0.82, 0.83)
MLP 0.52 (0.46,0.59)  0.53(0.46,0.59)  0.45(0.38,0.53) 0.44(0.36,0.52)  0.52 (0.46, 0.59)
LR 0.55(0.48,0.62)  0.53 (0.46,0.60)  0.50(0.43,0.58) 0.51(0.43,0.59) 0.55(0.48, 0.62)
Diabetes-130 RF 0.52 (0.46,0.60)  0.53 (0.46, 0.60)  0.51 (0.44,0.58) 0.51(0.44,0.58) 0.52 (0.46, 0.60)
Logistic-KAN | 0.51(0.44,0.59)  0.49(0.42,0.57)  0.46 (0.38,0.54) 0.46(0.38,0.54)  0.51 (0.44,0.59)
KAAM 0.55 (0.49, 0.62)  0.53 (0.45,0.60)  0.51 (0.43,0.59) 0.55(0.44,0.63)  0.55 (0.49, 0.62)
MLP 0.56 (0.50,0.63)  0.88 (0.85,0.90)  0.55(0.48,0.62) 0.56 (0.48,0.64)  0.56 (0.50, 0.63)
LR 0.70 (0.64,0.77)  0.92(0.91,0.94)  0.68 (0.61,0.75)  0.68 (0.61,0.75)  0.70 (0.64, 0.76)
Obesity RF 0.91 (0.87,0.95)  1.00 (0.99,1.00) 0.91 (0.86,0.95) 0.92(0.88,0.95) 0.91(0.87, 0.95)
Logistic-KAN | 0.98 (0.95,1.00) 1.00 (1.00, 1.00)  0.98 (0.95,1.00)  0.98 (0.96,1.00)  0.98 (0.95, 1.00)
KAAM 0.95(0.92,0.98)  1.00 (0.99,1.00)  0.95(0.92,0.98) 0.95(0.92,0.98) 0.95 (0.92, 0.98)
MLP 0.86(0.81,0.91)  0.93(0.90,0.96)  0.86(0.80,0.90) 0.88 (0.81,0.94)  0.83 (0.76, 0.90)
LR 1.00 (0.99,1.00)  1.00 (1.00,1.00)  1.00 (0.98,1.00) 0.99 (0.97,1.00)  1.00 (1.00, 1.00)
Obesity-Bin RF 0.99 (0.98,1.00)  1.00 (1.00,1.00)  0.99 (0.97,1.00)  0.99 (0.97,1.00)  0.99 (0.97, 1.00)
NAM 0.50(0.43,0.57)  0.89(0.85,0.93)  0.00 (0.00,0.00)  0.00 (0.0,0.00)  0.00 (0.00, 0.00)
Logistic-KAN | 1.00 (1.00,1.00)  1.00 (1.00,1.00)  1.00 (1.00,1.00)  1.00 (1.00, 1.00)  1.00 (1.00, 1.00)
KAAM 1.00 (1.00,1.00)  1.00 (1.00,1.00)  1.00 (1.00,1.00)  1.00 (1.00,1.00)  1.00 (1.00, 1.00)
MLP 0.94 (0.90,0.98)  0.98 (0.96,1.00)  0.95(0.91,0.99) 0.92(0.85,0.98) 0.98 (0.95, 1.00)
LR 0.96 (0.91,0.99)  1.00 (0.99,1.00) 0.96(0.92,0.99) 0.97 (0.92,1.00) 0.96 (0.90, 1.00)
Breast Cancer RF 0.95(0.91,0.99)  1.00 (0.99,1.00)  0.96 (0.92,0.99) 0.97 (0.92,1.00)  0.95 (0.90, 1.00)
NAM 0.92(0.87,0.97)  0.98 (0.96,1.00)  0.93(0.89,0.97) 0.91(0.84,0.97)  0.96 (0.90, 1.00)
Logistic-KAN | 0.97 (0.94,1.00)  0.99 (0.98, 1.00)  0.98 (0.95,1.00)  0.97 (0.92,1.00)  0.99 (0.95, 1.00)
KAAM 0.96 (0.93,0.99) 1.00 (0.99,1.00)  0.97 (0.94,0.99)  0.97 (0.93,1.00) 0.97 (0.92, 1.00)

Table 2: Classification performance of the evaluated models across six clinical datasets. Each value
is reported with its associated 95% confidence interval, computed via bootstrapping. The best
mean performance for each metric and dataset is highlighted in bold. Higher values indicate better
performance. Note that NAM only supports binary classification.

To aggregate performance across datasets and metrics in a principled way, we compute the Mean
Reciprocal Rank (MRR). For each experiment, the candidate models are ranked according to their
metric value, and the reciprocal of their rank is averaged across tasks:
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where r; denotes the rank of a model in task ¢, and NV is the number of evaluated tasks. The MRR
values per metric and the global MRR across all metrics are reported in Table 3.

Logistic-KAN achieves the highest overall MRR (0.76), outperforming all baselines. It leads in
accuracy, Fl-score, precision, and recall, demonstrating both strong predictive performance and
robustness across datasets. KAAM follows closely with an overall MRR of 0.69, outperforming
all other models in ROC-AUC and precision, and showing competitive results in the remaining
metrics. In contrast, LR and RF perform well but lag behind the proposed models, particularly in
terms of accuracy and recall. Neural models such as MLP and NAM exhibit substantially lower
MRRs, highlighting their weaker consistency across clinical datasets in this setting. While this
may partially reflect architectural limitations, such as a known tendency to overfit or difficulties in
modeling categorical variables, it may also be influenced by factors such as feature encoding or
dataset size.

To complement these aggregate rankings with formal statistical evidence, we provide a significance
analysis based on the Friedman test and post-hoc pairwise comparisons in Appendix B (Dem§ar,
2006; Rainio et al., 2024). This complementary perspective confirms that the observed improvements,
particularly those of Logistic-KAN and KAAM, are statistically robust across multiple datasets and
metrics.

Classification Model

Metric MLP LR RF NAM LogisticcKAN KAAM
Accuracy 044 054 061 048 0.72 0.64
ROC-AUC 0.44 081 081 031 0.75 0.83
Fl-score 026 047 061 021 0.78 0.61
Precision 030 058 0.72 026 0.72 0.72
Recall 034 051 046 023 0.81 0.64
All metrics 036 058 064 030 0.76 0.69

Table 3: MRR for each model across datasets. Bold represents the best MRR values for each metric.
Higher is better.

These findings validate the effectiveness of our approach in terms of pure predictive performance.
Importantly, this is achieved without compromising interpretability, unlike conventional neural
models, thus offering a compelling trade-off for clinical applications. In the following sections, we
further demonstrate how KAAM supports interpretations through tailored visualization tools and
individual-level analysis.

2.2.1 VISUAL INTERPRETABILITY

To showcase the built-in interpretability capabilities of KAAMs, we analyze the model’s behavior on
the Diabetes-130 dataset, a multiclass diagnostic classification task. Unlike traditional “black-box”
models that require external tools to explain their outputs, KAAMs offer transparency by design.
This makes them especially well-suited for clinical applications, where understanding the reasoning
behind a prediction is often as important as the prediction itself.

KAAM enables two complementary types of interpretability: global (population-level) interpretations,
which help clinicians understand which features drive the model’s decisions across the entire cohort,
and individual (patient-level) interpretations, which reveal how specific covariates influence the
prediction for a given patient. This dual perspective is essential for precision medicine, empowering
clinicians to understand not only what the model predicts but also why (both at the cohort and
individual levels).

We focus on KAAM for this analysis as its additive structure allows a straightforward decomposition
of each prediction into feature-level contributions. While the full technical description is deferred
to Section 4, it is worth noting that KAAM’s structural constraints result in more compact symbolic
formulas and visually intuitive outputs, making it particularly well-suited for clinically actionable



interpretability. In Appendix C, we show the full analytical expression for the KAAM model trained
on this dataset. Although the resulting function is structurally complex, its interpretability is enhanced
through visualization techniques that facilitate the understanding of the model’s reasoning.

We demonstrate this interpretability using three complementary visual tools: (i) Partial Dependence
Plots (PDPs) to assess individual feature contributions; (ii) feature importance analysis to understand
global model behavior; and (iii) Probability Radar Plots (PRPs) to compare patient-specific profiles
with the cohort average. These are further complemented by nearest-patient comparisons and
interactive model-response simulations, offering a multifaceted view of model predictions.

Partial Dependence Plots KAAM enables the computation of PDPs, which visualize how the
predicted probability of a given class changes as one covariate is varied, while the others are kept
fixed. These plots help clinicians understand not only whether a covariate increases or decreases risk,
but also how sensitive the model is to changes in its value. The blue curve shows the contribution of
each covariate to the predicted probability for each class. The red dot indicates the covariate value for
the patient under analysis, while green and light blue dots correspond to the most similar patients and
the training cohort, respectively. For instance, in the leftmost panel (Class 0) in Figure 1, we observe
that higher values of Glipizide are associated with increased risk, whereas Insulin appears to reduce
the predicted probability. These plots are especially helpful for supporting counterfactual reasoning
and personalized clinical insight (Loftus et al., 2024). Note that the term “counterfactual” is used
here in the sense of counterfactual explanations in machine learning (Wachter et al., 2017), namely as
hypothetical input modifications that alter the model’s prediction. This notion differs from causal
counterfactuals, which require a structural causal analysis grounded in an explicit causal graph and
assumptions about observed and unobserved variables, including potential sources of bias such as
confounders, colliders, and mediators (Pearl, 2009).
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Figure 1: PDPs for a test patient in the Diabetes-130 dataset using the KAAM model. Each subplot
illustrates how individual covariates affect the predicted probability for a specific class. Blue lines
represent the KAAM-learned covariate contribution, orange dots mark the current patient’s values,
light blue dots correspond to the training cohort, and green dots show the nearest neighbors.

Feature Importance Analysis KAAM naturally provides a global measure of feature importance,
allowing us to rank covariates by their contribution to the model’s predictions at the population level.



This information is essential for clinicians to understand which variables are driving the diagnostic
decisions across the entire cohort.

Figure 2 illustrates this for the Diabetes-130 dataset. For each diagnostic class, the plot shows which
features contribute most to the corresponding class function. For example, in Class 0, the most
influential covariates are Insulin and Age, both of which are clinically meaningful. Interestingly, Age
is consistently among the most relevant variables across all three classes. Moreover, the similarity in
importance rankings between the training and test patients suggests that the model generalizes well
and that its reasoning remains stable across different subgroups.
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Figure 2: Importance plot for the patients in the Diabetes-130 dataset using the KAAM model. Not all
covariates are equally important for predicting each class, although some covariates (Age or Insulin)
are important across classes. Deviations between train and test patients are minimal.

Probability Radar Plots PRPs provide a compact and intuitive graphical summary of which
covariates are contributing to a patient’s predicted probability being above or below the population
average. Each axis corresponds to a single input covariate, and the plotted value reflects the model’s
predicted probability for that class when that covariate is fixed to the patient’s actual value. At the
same time, all other features are set to their population average.
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Figure 3: PRPs for a representative test patient from the Diabetes-130 dataset, showing the individual
contribution of each covariate to the predicted class probabilities. Each axis corresponds to a covariate.
The orange polygon represents the class probability when the covariate is fixed to the patient’s actual
value and all other features are set to their population averages. The blue polygon represents the
average patient (mean value for all features), and the green polygon corresponds to the closest training
sample. In Class 2, for example, the patient’s num_procedures significantly increases the risk, while
num_medications decreases it. The similarity in polygon shapes between the orange and green curves
provides an intuitive indication of how familiar or atypical a patient is compared to historical data.

This visualization enables clinicians to instantly identify risk-driving variables: covariates whose
values push the orange polygon outside the blue region indicate an increased risk compared to the
average patient; values inside indicate a protective effect. For instance, in the PRP for Class 0, the
patient’s Insulin level lowers the predicted risk compared to the cohort mean. In contrast, their
Age places them near the population baseline. In addition to the average (blue) and patient-specific
(orange) predictions, the PRP also includes a green polygon representing the nearest patient in the
model’s internal representation space. When the orange and green shapes closely align, it suggests



that the model is basing its prediction on well-established patterns from similar cases. If the orange
shape deviates significantly from the green, it may indicate a less typical or outlier case that warrants
special attention (see Figure 3).

Nearest Patients Retrieval Beyond visual interpretation, KAAMs provide a powerful capability for
case-based reasoning by identifying the most similar patients from the training set. This retrieval
mechanism functions as a clinical “search engine,” enabling clinicians to locate previous cases with
highly similar profiles to the patient being evaluated.

Accessing these neighboring patients allows the practitioner to examine past outcomes, diagnoses, and
treatment decisions, providing real-world context for the current prediction. For example, suppose
the retrieved patients (those with risk profiles similar to the current one) did not develop critical
conditions. In that case, this may support a more conservative decision. Conversely, if those patients
experienced adverse events, this could justify earlier intervention for the current patient.

Importantly, similarity is computed in the KAAM logit space, which captures the model’s internal
representation of risk rather than relying on raw feature proximity. We use the Euclidean distance
between the patient’s logit vector and those of the training samples to retrieve clinically relevant cases
aligned with the model’s own reasoning. This offers a more clinically meaningful notion of similarity
rooted in the predictive behavior of the model.

Interactive Interfaces and Model-Response Analysis The symbolic and interpretable nature of
KAAMs naturally lends itself to the development of interactive tools for clinical use. We envision
these visualizations being integrated into a decision-support interface that allows real-time inspection
and simulation of patient scenarios.

In particular, clinicians can conduct “what-if” analysis by modifying individual covariates and
observing how this affects key interpretability plots, such as PDPs, PRPs, and the retrieved nearest
patients '. This supports the dynamic exploration of clinical questions, such as: What does my model
predict if this patient did not smoke, keeping the rest variables constant? Or, how would the risk
profile change if their blood pressure had been higher?

Such capabilities promote transparency and empower healthcare professionals to incorporate domain
knowledge directly into the decision-making process. An example of a working prototype is available
in our public code repository (https://github.com/Patricia-A-Apellaniz/cla
ssification_with_kans/src/use_case.ipynb), built using the Heart dataset. This
prototype addresses a binary classification task to predict the presence or absence of heart disease.
Clinicians can input new patient profiles, modify feature values, and observe changes in real-time
across different interpretability visualizations.

2.3 USE CASE: SYMBOLIC AND PERSONALIZED INTERPRETATIONS ON THE HEART DATASET

To illustrate the practical value of KAAM ’s built-in interpretability for clinical applications, we present
a guided use case using the Heart dataset. This binary classification task involves predicting whether a
patient has suffered from heart disease or a heart attack. The dataset is notably imbalanced, with only
10% of patients belonging to the positive class (i.e., those who have experienced a cardiovascular
event).

We train our KAAM model on the dataset, which in this case learns the following analytical approx-
imation for the logit {(z;) of the positive class:

Il = 0.51 x DiffWalk + 0.49 x HighChol + 1.4 x Sex + 0.21 x Smoker
+ 0.82 x Stroke + 1.14 X sin (0.79 x Age + 0.6) — 1.08 x sin (0.8 x Age — 2.60)
+ 0.13 x cos (1.43 x PhysHIth — 7.44) 4+ 1.17 x tanh (0.63 x GenHIth + 0.91)
+ 0.74 x tanh (0.71 x GenHlth + 0.86) — 4.27.

ey

"Note that this “what-if” concept refers to prediction changes with input perturbations, not to causal
hypothetical interventions in the real-world. In a causal analysis, a change in one variable may affect others,
depending on the causal graph.
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The predicted probability is obtained via P(y; = 1 | ;) = o(l(z;)), where o denotes the sigmoid
function. As seen in Equation 1, the KAAM model has learned a mixture of linear and nonlinear
effects, capturing linear contributions for binary features (e.g., Smoker, Stroke) and more complex
behaviors for continuous variables (e.g., Age, PhysHIth, GenHIth).

Before exploring interpretability tools, it is crucial to verify that the model produces reliable predic-
tions. Table 4 reports the classification performance of KAAM under three conditions: (1) directly
using the learned B-splines (i.e., smooth basis functions used to approximate nonlinear relationships
in KAN architectures), (2) replacing them with symbolic expressions, and (3) rounding the coeffi-
cients in the symbolic expression to three decimal places, as shown in Equation 1. Interestingly, the
rounded symbolic version slightly outperforms the others across all metrics. While these differences
are not statistically significant, they suggest that the symbolic approximation not only preserves
but may even enhance generalization by acting as a mild regularizer. Most importantly, the results
confirm that interpretability can be achieved without sacrificing predictive performance, validating
the robustness of KAAM’s symbolic representations.

Metric Test Formula Formula + 3 decimals
Accuracy | 0.824 (0.823,0.826)  0.825 (0.823,0.827) 0.851 (0.849,0.852)
AUC 0.914 (0.912,0.915)  0.911 (0.909,0.913) 0.913 (0.911,0.916)

Fl-score | 0.515(0.511,0.520) 0.517 (0.512,0.521)  0.558 (0.553,0.562)
Precision | 0.363(0.359,0.367)  0.366 (0.361,0.370)  0.407 (0.402,0.411)
Recall 0.907 (0.903,0.911)  0.902 (0.898,0.907)  0.906 (0.901,0.910)

Table 4: Performance of the KAAM model on the Heart dataset under different levels of symbolic
approximation. Each value is reported alongside its associated 95% confidence interval, computed
via bootstrapping. Higher is better for all metrics. Bold represents the best values for each metric.

Figure 4 visually compares the predicted probabilities for test patients under both the spline-based
and symbolic KAAM representations. Patients are sorted along the horizontal axis, and the height
of each bar indicates the predicted probability of belonging to the positive class. The color encodes
the true class label (red: negative, green: positive), while the dashed line denotes the decision
threshold (default: 0.5). This visualization confirms the model’s ability to detect high-risk individuals
(few false negatives), aligning with the high recall in Table 4. At the same time, the model also
predicts a substantial number of false positives (red bars above the threshold), reflecting a common
trade-off between sensitivity and specificity. Importantly, this figure offers complementary insight to
threshold-independent metrics such as ROC-AUC. While AUC provides a summary of the model’s
overall discriminative power, it does not reveal how individual predictions are distributed relative to
the decision boundary. In clinical settings, this level of detail is often crucial: for example, reducing
the number of false negatives may be more desirable than avoiding false positives. In such cases, a
clinician may prefer to lower the decision threshold to ensure that no high-risk patients are missed,
even if this leads to more false alarms. This visualization explicitly supports such reasoning, making it
a valuable tool for interpretability in high-stakes applications, such as cardiovascular risk prediction.

In addition to predictive accuracy, a key aspect for clinical deployment is the ability to identify which
covariates contribute most to the model’s decision. In other words, clinicians need to understand
which patient variables are most predictive of risk. KAAMs provide this capability natively. Figure
5 compares the global feature importance scores obtained from KAAM with those derived using
SHAP, a widely adopted post-hoc explanation method. Importantly, SHAP is computed over the
same trained KAAM model, using its prediction function as input to the SHAP explainer. The results
exhibit strong agreement between both techniques, consistently highlighting the same variables,
such as Age, Sex, and GenHIth, as the most relevant predictors. This alignment further validates the
trustworthiness of the KAAM importance scores. However, KAAM offers two notable advantages over
SHAP. First, it is significantly more computationally efficient: while SHAP must be computed after
training the predictive model (often requiring sampling and retraining), the KAAM importance scores
follow directly from model training. Second, KAAM provides inherent importance scores, rather than
post-hoc approximations, avoiding potential distortions introduced during model explanation. One
potential caveat of variance-based importance metrics is their sensitivity to feature scaling. However,
this effect is mitigated in our experiments through standard preprocessing techniques (e.g., feature
normalization), ensuring comparability across covariates.
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Figure 4: Predicted probabilities for test patients in the Heart dataset using KAAM. Each bar represents
one patient, colored by true class (red: negative, green: positive). Predictions are shown using the
original B-spline model (left) and its symbolic approximation (right). The dashed line denotes the
classification threshold (0.5).
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Figure 5: Importance of the covariates in the Heart dataset predicted using the KAAM variance and
SHAP. Both methods yield very similar results, emphasizing the same features, which confirms the
correctness of the proposed method and aligns with clinical intuition (i.e., Age is a good predictor of
heart disease).

Beyond global model performance and feature importance, one of the most valuable capabilities of
KAAMs lies in their capacity to provide personalized, patient-specific insights. When a new patient
arrives, the KAAM not only produces a probabilistic prediction (e.g., likelihood of developing a heart
condition) but also delivers an individualized interpretation grounded in the patient’s own covariates.
These interpretations can be visualized using tools such as PDPs and PRPs. To illustrate this, we
consider two patients from the test set of the Heart dataset, denoted as Patient A and Patient B. Patient
A is predicted to have a low risk of heart disease (P(y; = 1) = 0.244), and indeed is a true negative.
Patient B, on the other hand, is assigned a high risk (P(y; = 1) = 0.808), but in reality, does not
suffer from the condition, hence, a false positive. Figure 6 displays the KAAM-derived interpretations
for two patients. The PRP summarizes the marginal contribution of each covariate to the patients’
predicted risk, compared to the average patient. For instance, both patients exhibit high-risk values for
variables such as Age, GenHIth, and HighChol. However, Patient B presents additional risk-enhancing
factors, such as being male and a smoker. Conversely, Patient A benefits from protective covariate
values that counterbalance their risk. This visual summary enables clinicians to quickly identify
which covariates are driving the model’s prediction and to what extent. To further investigate how
each covariate affects the predicted outcome, the PDP offers a more detailed perspective. For example,
the learned function for Age exhibits a nonlinear increase in risk beyond a certain threshold, while
variables such as Stroke contribute positively to the risk, in line with clinical expectations. These
plots also indicate the model’s sensitivity to local changes in each feature, making them especially
useful for counterfactual reasoning?.

?In the sense of counterfactual explanations, see §2.2.1
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Figure 6: PRP and PDP for two test patients (A in pink, B in purple) in the Heart dataset. The PRP
subfigure (a) plot shows how the risk changes as the covariate varies. Colored markers indicate the
value of each patient, enabling clinicians to identify which features contribute more or less to the
predicted risk. The PDP subfigure (b) shows how each covariate influences the class prediction,
highlighting the personalized risk profile of each patient. The blue line represents the average
contribution. The overlaid pink and purple points show the individual values for each patient,
allowing a direct comparison of their risk profiles.

In addition to explaining predictions, KAAMs enable case-based reasoning by retrieving the most
similar patients from the training set. This provides a form of clinical memory, allowing the
practitioner to examine outcomes and treatments for similar cases. Tables 5 and 6 show the five
closest patients for Patients A and B, respectively. Patient A’s nearest neighbors are all true negatives,
reinforcing confidence in the model’s prediction. In contrast, most of Patient B’s nearest neighbors
are also false positives, signaling that the model tends to overestimate risk in this region of the feature
space. This information can guide the clinician in overriding or contextualizing the prediction based
on prior patient outcomes.

Age Sex GenHlth HighChol DiffWalk Stroke Smoker PhysHIth | P(y; = 1) | Real label
-0.011 0.0 0.457 1.0 0.0 0.0 0.0 -0.487 0.250 0.0
T0011 00 0457 10 00 00 00  -0028 | 0251 | 00
0.011 0.0 0.457 1.0 0.0 0.0 1.0 0.487 0.291 0.0
0.011 0.0 0.457 1.0 0.0 0.0 1.0 0.372 0.290 0.0
0.011 0.0 0.457 1.0 0.0 0.0 1.0 0.087 0.294 0.0
-0.011 0.0 0.457 1.0 0.0 0.0 1.0 2.955 0.320 0.0

Table 5: Covariate values of Patient A (first row) and the five closest training samples. The majority
of these neighbors are false positives, indicating a local pattern of overestimation by the model. This
observation can help the clinician reassess the prediction and identify potential model limitations in
this region of the feature space.

Finally, these interpretability tools can be integrated into interactive platforms that allow clinicians
to perform input perturbation analyses, such as assessing how modifying a given covariate (e.g.,
Smoker or Age) would affect the predicted risk. An example of such an interface is shown in Figure 7,
implemented as a Jupyter Notebook available in our public repository at https://github.com
/Patricia-A-Apellaniz/classification_with_kans. This interface enables data
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Age Sex GenHlth HighChol DiffWalk Stroke Smoker PhysHlth | P(y; = 1) | Real label
0972 1.0 0.457 1.0 0.0 0.0 1.0 0.487 0.813 0.0
0972 10 0457 10 00 00 10  -0487 | 0813 | 00
0972 1.0 0.457 1.0 0.0 0.0 1.0 0.142 0.813 1.0
0972 1.0 0.457 1.0 0.0 0.0 1.0 0.028 0.814 0.0
1299 1.0 0.457 1.0 0.0 0.0 1.0 0.487 0.821 0.0
1299 1.0 0.457 1.0 0.0 0.0 1.0 0.487 0.821 0.0

Table 6: Covariate values of Patient B (first row) and the five closest training samples. In this case,
most of the closest patients to B are false positives, so this alerts the clinician that patient B may be a
false positive (which is indeed the case).

entry, generates explanatory plots, and retrieves similar patients, offering a transparent and practical
decision support tool for clinical environments.

Age 0.0

Sex | 0 v

GenHith | 0.46 ~
HighChol | 0 v
DifftValk | 0 ~
Smoker | 0 ~
Stroke | 0 w
Phy:Hlth 0.0
Diabetez | 0 %

Figure 7: Example of an interactive interface for patient assessment in the Heart dataset. Clinicians
can input patient covariates and explore the resulting interpretation tools, including the PDP and PRP
(Figure 6), as well as the list of closest patients in the logit space (Tables 5 and 6). This interface
supports counterfactual exploration and is available in our public code repository.

3 DISCUSSION

In this work, we explored KANs as a powerful alternative to “black-box” neural models for medical
classification tasks. We introduced two novel architectures: the Logistic-KAN, which generalizes
classical LR through flexible symbolic parameterizations, and the KAAM, a simplified yet expressive
variant designed for transparent decision-making.

Our experimental results across six clinical datasets highlight that both models achieve competitive
classification performance when compared to standard baselines, including deep learning methods
and NAMs. While Logistic-KAN offers higher modeling capacity due to its compositional structure,
we found that the KAAM consistently delivers robust and interpretable results, even in settings with
limited data or imbalanced classes. This is particularly relevant in clinical contexts, where data may
be scarce and decisions must be interpretable.

What sets KAAM apart is its built-in interpretability, designed by default. Unlike post-hoc methods
such as SHAP or LIME, which approximate the model’s behavior externally, KAAMs generate
interpretations intrinsically. Thanks to the analytical logit function learned during training, clinicians
can directly access a symbolic formula that governs the model’s reasoning. This symbolic expression
is not merely interpretable: it serves as the foundation for a broad suite of patient-specific tools,
including PDPs that expose local covariate effects, PRPs that summarize personalized risk contribu-
tions, feature importance metrics computed analytically from the logit matrix, and retrieval of similar
cases to support case-based reasoning. Together, these tools enable both global understanding and
granular, individualized insight, an essential feature for trustworthy Al in high-stakes settings like
medicine. Perhaps most importantly, the availability of an analytical expression opens the door to
clinical integration in ways that are rarely possible with “black-box” models. The KAAM’s symbolic
formula can be inspected, documented, and audited by healthcare professionals, making it possible
to bridge the gap between algorithmic output and medical justification. This is not just a technical
convenience: it is an ethical and legal necessity for real-world deployment.
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This work introduces a versatile framework for clinical interpretability, but many exciting directions
remain open for future research.

* In our case-based analysis, we use Euclidean distance in logit space to retrieve similar patients.
While effective, this may overlook richer geometric or probabilistic relationships. Exploring
alternatives, such as Jensen—Shannon divergence or Wasserstein distance, could yield better
matches, particularly in imbalanced or high-dimensional settings.

* Qur visualization pipeline focuses on KAAMs due to their additive structure. However, full
Logistic-KANs, which model complex feature interactions through nested function compositions,
encode complex feature interactions via symbolic composition. Designing new tools to navigate
these expressions (e.g., composition trees, derivative-based saliency maps, or modularity plots)
could unlock their interpretability potential.

* While KAAM:s use B-splines to parameterize univariate functions, other basis expansions (e.g.,
Chebyshev polynomials, Random Fourier Features, rational splines) may offer improved approx-
imation or interpretability depending on the domain. Studying their trade-offs is a natural next
step.

* The availability of the learned formula is a major contribution of this work, and a key differentiator
from post-hoc methods. This opens avenues such as sensitivity analysis via symbolic derivatives,
feature pruning via variance contribution, rule extraction or simplification, and counterfactual
explanations (What was the prediction if my patients were younger?)

* We have demonstrated an interactive prototype for clinician use. Future work should focus
on integrating KAAMs into real-time decision-support systems, exploring temporal dynamics,
incorporating confidence intervals or uncertainty quantification, and tailoring interfaces to actual
clinician workflows.

* While our work focuses on structured tabular data, the KAAM architecture is general. It could
be extended to support, for example, time-series classification, multimodal fusion, or survival
prediction, where transparency is critical. For instance, applying KAAMs to longitudinal patient
trajectories could yield interpretable risk estimates over time.

In summary, this study presents a compelling case for utilizing KAN-based models in clinical
classification, particularly in scenarios that demand transparency, trust, and interpretability. By
combining high performance with an interpretable symbolic core, the KAAM offers a blueprint for Al
systems that are not only powerful but also clinically usable, verifiable, and ultimately accountable.

4 METHODS

4.1 MATHEMATICAL BACKGROUND

We consider a classification problem in a clinical setting involving tabular data. In this setup, we
assume a cohort of N patients, each described by a medical record consisting of M covariates,
which may be of different types (e.g., binary, categorical, or continuous). These covariates represent
clinically relevant variables, such as demographic information, laboratory results, or omic features.

Let 2/ denote the value of covariate j € {1,2,..., M} for patient < € {1,2,..., N}. Then, the
M -dimensional vector of covariates of patient ¢ is x;, and the dataset is represented as an N x M
matrix X, where each row corresponds to a patient. If we refer to a specific covariate j across all
patients, we denote it as 7. The associated label for patient i is denoted by y; € {0,1,..., P — 1},
where P is the number of possible classes. In many cases, the task is binary classification (P = 2),
but our proposed approach also accommodates multiclass settings (P > 2).

4.1.1 NEURAL NETWORKS

A neural network is composed of stacked layers of neurons, where each neuron performs a nonlinear
transformation of its input. Specifically, a neuron k computes:

2 = X (wiv), 2)
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where v denotes the input vector to the neuron, wy, is the corresponding weight vector (which may
include a bias term), x(-) is a nonlinear activation function chosen by the designer (e.g., ReLU,
sigmoid), and zj, is the scalar output of neuron k.

By grouping several such neurons, we form a layer, which maps the input vector v to an output vector
z = [z1,%2,...,2K|". The dimensionality of the input and output vectors can differ depending on
the number of neurons in the layer. A deep neural network is then constructed by stacking multiple
such layers, where the output of one layer serves as the input to the next. A common architecture is
the MLP, which consists of an input layer, one or more hidden layers, and an output layer.

The success of MLPs comes from their ability to approximate complex multivariate functions. Under
mild assumptions, MLPs are universal function approximators, which means they can approximate
any continuous function (Hornik et al., 1989). The parameters wy, of each neuron are typically
learned through gradient-based optimization algorithms such as stochastic gradient descent (Haykin,
1994). Once trained, the resulting network defines a nonlinear mapping from inputs to outputs that
approximates the underlying structure of the training data.

4.1.2 KOLMOGOROV-ARNOLD NETWORKS

The mathematical foundation of KANSs lies in the Kolmogorov Representation Theorem (KRT)
(Kolmogorov, 1961; Liu et al., 2024b), which states that any smooth multivariate function f :
[0,1]™ — R can be expressed as:

fx) = f(a! M)=2MZ+1<I> (f}b (’“)) 3)
X T ,...,T q q,k\T )

q=1 k=1

where ¢, 1 : [0,1] — R and ®, : R — R are univariate functions. In essence, any 1/ -dimensional
smooth function can be decomposed into a combination of M (2M + 1) univariate functions and
summations. Although theoretically elegant, this result was historically regarded as of limited
practical utility (Girosi and Poggio, 1989; Poggio et al., 2020; Schmidt-Hieber, 2021), with few
exceptions (Kurkova, 1991), especially given the empirical success of neural networks supported by
the Universal Approximation Theorem (Hornik et al., 1989).

Recently, Liu et al. (Liu et al., 2024b) introduced the KAN, an architecture inspired by Equation 3,
which has demonstrated competitive performance relative to MLPs. A KAN is built by stacking
KAN layers, in analogy with the way deep neural networks are constructed by stacking neuron
layers. A KAN layer consists of a matrix ® of univariate functions ¢,, ;,, where p indexes the
input dimension and k the output dimension. Each function ¢, ; acts as a learnable nonlinear
transformation, serving a role similar to activation functions in neural networks. Thus, these models
can be viewed as a structural counterpart to MLPs: whereas traditional networks learn the weights of
affine transformations followed by fixed nonlinearities, KANs learn the nonlinearities themselves (the
“activations” in MLPs). The overall function implemented by the network is obtained by composing
multiple KAN layers, analogous to deep architectures in standard neural networks.

This parallel extends to the theoretical level. The original KRT in Equation 3 corresponds to a two-
layer KAN, where the first layer has M inputs and 2M + 1 outputs, and the second layer aggregates
them into a scalar output. However, as with MLPs, empirical performance benefits from stacking
multiple layers. Deep KANs, composed of several such layers, can approximate more complex
functions and have shown promising results across different domains (Liu et al., 2024b).

To enable training with modern optimization algorithms, the functions ¢, ;, are parameterized using
piecewise polynomial basis functions, specifically B-splines. These are equipped with mechanisms
such as residual connections and adaptive knot placement (Liu et al., 2024b). Training a KAN involves
learning the parameters of these splines to minimize a suitable loss function, and, importantly, each
learned spline can be approximated as a symbolic function, yielding an interpretable analytical
representation of the learned mapping.

Despite their theoretical appeal and promising empirical results, KANs face several practical chal-
lenges. In particular, they tend to exhibit worse scaling behavior than MLPs. For example, while an
MLP with depth L and width N requires O(N2L) parameters, a KAN with the same structure also

14



depends on the spline polynomial degree & and the number of grid points G, leading to a complexity
of O(N2L(G + k)). Although initial studies suggest that KANs may require lower width to achieve
comparable performance (Liu et al., 2024b), this remains an open question (Yu et al., 2024a), and the
trade-offs between expressivity, interpretability, and scalability are still being actively investigated.

4.1.3 ADDITIVELY SEPARABLE FUNCTIONS

An additively separable function (ASF) (Segal, 1994) is a multivariate function that can be decom-
posed as:

M
fl@)=fa', 2™y =a+> gi(a’), @
j=1

where each g; is a univariate (potentially nonlinear) function, commonly referred to as a shape
function (Lou et al., 2012), and « is a scalar intercept. Models of this form belong to the family
of Generalized Additive Models (GAMs) (Hastie and Tibshirani, 1990), a class of models that
combines flexibility and interpretability. Since each g; may capture nonlinear effects, GAMs are
more expressive than linear models, while the additive structure allows for intuitive interpretation of
each feature’s marginal contribution (Lipton, 2018; Lou et al., 2012; Marcinkevics and Vogt, 2023).

Due to their balance between interpretability and predictive power, GAMs have been recommended
for medical modeling tasks (Hastie and Tibshirani, 1995; Utkin et al., 2022). Extensions of GAMs
have been proposed to improve their performance and usability, including intelligible models based
on boosted trees (Caruana et al., 2015), and neural network-based variants such as NAMs (Agarwal
et al., 2021). In parallel, significant effort has been devoted to improving the interpretability of GAMs
via visual analytics and model visualization techniques (Fasiolo et al., 2020; Hohman et al., 2019;
Wang et al., 2021).

Importantly, KANs can be seen as a generalization of GAMs. Specifically, the formulation in
Equation 4 corresponds to a KAN with a single layer, or equivalently, a two-layer KAN where
the second layer consists of identity functions. This perspective enables the training of GAM-like
models using gradient-based optimization, which can offer advantages over traditional GAM training
procedures that rely on iterative smoothing or tree ensembles (Agarwal et al., 2021).

Moreover, KANs provide two distinct pathways to recover ASFs: either by explicitly designing a
shallow KAN with a single layer (which guarantees additivity but lacks universal approximation power
as it does not satisfy the full KRT Equation 3), or by promoting sparsity in deeper KAN architectures,
potentially inducing additivity as an emergent property. While the theoretical expressive power
of shallow KANS is limited, empirical evidence suggests that they may suffice for many practical
problems. The strong success of NAMs supports this hypothesis (Agarwal et al., 2021), which
imposes additive structure by modeling each g; with an independent neural network.

In summary, while classical GAMs are constrained both in expressivity and in their reliance on
non-differentiable training algorithms, KANs offer a principled and flexible alternative. They retain
the interpretability of GAMs, may surpass NAMs in transparency, and allow training via end-to-end
differentiable optimization. As GAMs are effectively a subset of KANs, existing interpretation
techniques developed for GAMs can be directly adapted and extended to the KAN framework.

4.1.4 LOGISTIC REGRESSION

We now consider the classical case of binary classification (P = 2), where each label y; € {0, 1}
indicates the presence or absence of a clinical condition. As introduced earlier, x; denotes the M -
dimensional covariate vector of patient i, X is the full N x M dataset for N patients, and y € {0, 1}V
is the corresponding vector of binary outcomes.

LR (Hosmer Jr et al., 2013) is one of the most widely used models in clinical research due to its
simplicity. It models the conditional probability of class 1 as:

= —— =o(fTw), )



where [ is the M -dimensional parameter vector and o () is the sigmoid function.

The model is typically trained by minimizing the negative log-likelihood of the Bernoulli distribution:

N
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i=1

The gradient of the objective function Equation 6 can be computed analytically using the derivative

of the sigmoid function, o’ (x) = o(z)(1 — o(x)), leading to:
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Since this gradient does not admit a closed-form solution, the model is typically optimized using
iterative methods such as gradient descent, quasi-Newton, or Newton-based algorithms, which can
exploit the analytical expressions of both the gradient and the Hessian.

LR implicitly assumes a linear and additive structure in the logit space. Specifically, we can rewrite
Equation 5 as:

M
Py, =1a) =0 | Y_ Bl |, ®
i=1

which highlights that each covariate contributes independently and linearly to the logit. In this sense,
LR can be interpreted as a special case of a GAM applied to the logit space, where each shape
function g;(x7) is constrained to be linear. While this assumption simplifies understanding and
training, it also limits expressiveness. In particular, the model cannot capture nonlinear relationships
or interactions between features, which are often present in real-world clinical data.

Despite its simplicity, LR remains a widely used model in clinical research and practice (Hosmer Jr
et al., 2013), due to three key advantages: computational efficiency, compatibility with discrete
features, and inherent interpretability. First, LR can be trained efficiently via standard optimization
methods, as discussed in the previous section. Second, it is particularly well-suited to handling
discrete or categorical covariates (common in clinical datasets) through techniques such as one-hot
encoding. Although care must be taken to avoid multicollinearity, this encoding strategy effectively
linearizes the feature space by enumerating a limited number of categorical configurations, which
can be well captured by the model’s degrees of freedom. Third, and perhaps most importantly
in a medical context, LR offers built-in interpretability. Each coefficient 3; directly reflects the
contribution of feature j to the log-odds of the predicted probability. When the input matrix X is
properly normalized, the magnitude and sign of each component of 3 can be interpreted as the relative
importance and direction of influence of the corresponding covariate. This makes LR highly attractive
for clinical decision support, as its outputs can be easily communicated to healthcare professionals
and stakeholders. Consequently, LR models are ubiquitous in medical applications (Hosmer Jr et al.,
2013). Notable examples include their use in Cox proportional hazards models (Cox, 1972) for
survival analysis, propensity score modeling (Austin, 2011; Garrido et al., 2014; Rosenbaum and
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Rubin, 1983), and the estimation of average treatment effects (Austin, 2010; Hernan and Robins,
2020).

Nevertheless, the limitations of LR are well known. The model assumes that the log-odds of the
outcome are a linear function of the input features, which may not hold in real-world data. In such
cases, this structural misspecification can lead to suboptimal predictive performance. A common
extension replaces the linear term with a nonlinear function f,,, typically parameterized by a neural
network:

Py = 1|x;) = o (fu(®4)) )

where f,, denotes the neural network with trainable weights w. This approach retains the probabilistic
structure of LR but increases its expressivity through the Universal Approximation Theorem. It is
often trained using the same binary cross-entropy loss as LR, corresponding to the negative log-
likelihood under a Bernoulli model. However, this flexibility comes at a cost: the resulting model no
longer provides interpretable coefficients, and its decision process becomes opaque to end users.

4.2  OUR PROPOSALS: Logistic-KAN AND KAAM

Motivated by these trade-offs, we propose two KAN-based models: Logistic Kolmogorov-Arnold
Network (Logistic-KAN) and Kolmogorov-Arnold Additive Model (KAAM). These models aim to
preserve the clinical interpretability of LR while expanding its expressive power. The following
subsections provide a detailed description of each model. Figure 8 provides a high-level visual
comparison of both models.
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(a) Logistic-KAN architecture (b) KAAM architecture

Figure 8: Comparison of the proposed Logistic-KAN and KAAM models. In Logistic-KAN, the
full input vector (z',...,2™) is processed jointly through a KAN with multiple layers. The
resulting function f2(z) allows for flexible, nonlinear interactions between covariates while retaining
interpretability through spline-based components. The output logit is then passed through a sigmoid
or softmax activation to produce the prediction ¢P.In contrast to Logistic-KAN, in KAAM, each input
covariate 27 is independently transformed by a univariate, class-specific function g? (7). These
transformed contributions are summed additively, along with a bias term o, to compute the class-
specific logit fP(x). Applying a softmax or sigmoid yields the final prediction ¢?. This additive
structure enforces feature-wise decomposability and enhances interpretability.

Table 7 summarizes the main differences between classical and recent models in terms of structural
properties and interpretability. Our proposed models aim to combine the best of both worlds:
expressive power and symbolic interpretability.

4.2.1 LoOGISTIC-KAN: GENERALIZING LOGISTIC REGRESSION WITH INTERPRETABILITY

To bridge the gap between model flexibility and built-in interpretability, we propose using KANs
as the function approximator within a classification framework. Analogous to the neural network
model in Equation 9, we define a KAN function f,(z;) that maps patient covariates z; to P output
logits, where P denotes the number of classes. To obtain class probabilities, we apply the softmax
transformation to the output logits:
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Model Linear Additive Universal Approximator Interpretability

LR yes yes no Advanced
GAM no yes no Interpretable
NAM no yes no Interpretable
MLP no no yes Black-box
Logistic-KAN no no yes Interpretable
KAAM no yes no Advanced

Table 7: Comparison of the models considered in this study based on four key properties: linearity,
additive structure, universal approximation, and interpretability. Models labeled as Interpretable
provide structural mechanisms for interpretation, such as per-feature shape functions or symbolic
components. Models marked as Advanced offer enhanced interpretability through explicit decom-
positions (e.g., logit matrices) and individualized analysis tools, supporting clinically actionable
interpretations beyond standard post-hoc techniques.

efé(xi)
P(yi:P|$i):mv (10)
k=0 €7

where fg(xi) denotes the p-th component of the KAN output. This formulation Equation 10
guarantees a valid probability distribution over classes, making the model suitable for standard
multi-class classification tasks. Training can be performed using conventional techniques, such
as minimizing cross-entropy loss, optionally incorporating class weighting to handle imbalanced
datasets.

In the binary classification case (P = 2), the model reduces to a logistic form:

efo (i) 1

1l — _ — o (i (z) — O, 11
Plyi =1l0) =y i@ — 15 ofe@a 75w o (folws) = folaa)), (D

where o(-) is the sigmoid function. This expression closely resembles both the standard LR for-
mulation Equation 5 and its neural network generalization Equation 9, but replaces the linear or
MLP-based function f with a KAN.

From a training perspective, the Logistic-KAN model is compatible with the same optimization
strategies used for LR and neural networks. In particular, it can be trained via gradient descent to
minimize the negative log-likelihood of the Bernoulli or categorical distributions.

Crucially, however, the KAN introduces a significant advantage in terms of expressiveness. While
MLPs require post-hoc explanation tools (e.g., SHAP, LIME, or SAGE) to gain insight into predictions,
KANSs learn explicit spline-based representations that can be directly interpreted. These univariate
spline functions can be approximated by symbolic expressions, enabling the extraction of analytical
descriptions of the learned decision boundaries. This built-in interpretability allows KANS to retain
the flexibility of deep models while simultaneously addressing the transparency demands of clinical
applications.

Compared to standard LR, the Logistic-KAN offers greater expressiveness by accommodating non-
linear transformations and interactions among covariates. In cases where the data exhibits a strong
linear structure, the KAN may converge to a solution similar to that of LR. However, it provides
a valuable additional benefit: suppose the learned splines are approximately linear, this outcome
serves as evidence that a linear model suffices. In contrast, applying LR a priori lacks this built-in
model validation mechanism and requires external comparison with more flexible models to assess fit
quality.

4.2.2 KAAM: ENHANCING CLINICAL INTERPRETABILITY THROUGH ADDITIVE MODELING
While the Logistic-KAN model provides an interpretable structure through learnable univariate

spline functions, its f,(x;) form can still be complex, especially in multilayer architectures where
interactions between covariates make human interpretation difficult. To address this limitation, we
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introduce a simplified variant, the KAAM, which explicitly enforces an additive structure over input
features. This constraint significantly enhances the model’s transparency, making it particularly
suitable for clinical applications.

The KAAM can be seen as a constrained variant of the Logistic-KAN, where the function f, is
composed of a single KAN layer and is explicitly defined as an ASF:

M
o) = o), af, o)) = P+ gh(ad), (12)
j=1

where each g% is a univariate spline-based function specific to covariate j and class p, and a? is a
class-specific bias term. This structure mirrors the form of a GAM (Hastie and Tibshirani, 1990)
in Equation 4, but differs in the function approximator: while GAMs typically rely on manually
specified smoothers or decision trees, and NAMs (Agarwal et al., 2021) use small neural networks, our
approach leverages KANS to learn each g;’ . This provides the dual benefit of flexible approximation
and symbolic interpretability via spline inspection.

The simplicity of KAAM comes at a cost in expressivity, as single-layer models do not fulfill the
KRT Equation 3 and hence are not universal approximators. However, we hypothesize that in many
clinical applications, such additive models may be sufficient to capture relevant information while
offering significantly improved interpretability, particularly when decision transparency is a primary
requirement. Our experimental results support this hypothesis.

To formalize this model, we define the N x (M + 1) logit matrix A, for each class p:

gh(xt)  gh(xd) - gh(al) o
D 2 D 2 D M
gi(xf)  g5(x3) - gyw aP
Ap _ 1 . 1 2 . 2 . M . 2 . ' (13)
g(xy) Bax) . ghaN) oF

Each row of A, represents the per-feature logit contributions for a patient. Summing across each row
gives the total logit [ (x;) for patient ¢, which is then transformed into a probability via the softmax
function in Equation 10.

In binary classification (P = 2), we can simplify the formulation by constructing a single differential
logit matrix A, where each entry reflects the contribution of a covariate to the decision margin:

gi(x1) —gi(@1)  g3(a%) —gb(al) -+ gn(@lf) —gh (@) ol —al
gi(@l) —gi(@?)  g3(23) —gB(a3) -+ gn(@3") —ghy(xd) ol —al

A= : . , . : - (14
giy) —gi(zy) g3(2%) —g5(aX) . gn(aN) = gis(zx) o' —a’

Now, the probability of patient 7 being in class 1 is then obtained by summing row ¢ and applying the
sigmoid function.

For further analysis, we define the average contribution M + 1 vector § as the mean of A across
patients. This vector summarizes the average effect of each feature (and the bias) across the cohort.

In the following subsections, we exploit the KAAM structure and logit decomposition to introduce
several visualization tools that facilitate model understanding. These include PRPs of per-feature
contributions, feature importance analysis, and nearest-patient comparisons, each of which supports
different aspects of clinical interpretability. While our presentation focuses on the binary case for
clarity, all tools generalize naturally to multiclass settings by repeating the procedure for each class

logit f(x:).
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Partial Dependence Plots One of the most intuitive and widely used tools for model interpretability
in GAMs is the PDP (Hastie et al.). In the context of KAAMs, these plots leverage the fact that each
function g; depends only on a single covariate, allowing us to visualize its isolated contribution to
the overall prediction. For each input variable 27, we can directly plot the shape function g;) (27) to
observe how changes in the value of that covariate influence the logit for class p. This visualization
provides a clear understanding of the marginal effect of 27, independent of other features, which is
particularly valuable in clinical settings where domain experts often seek to assess individual risk
factors.

In binary classification, the difference g} (/) — g9 () contributes additively to the logit (i.¢., the input

to the sigmoid function in Equation 11), rather than directly to the predicted probability. Nevertheless,
since the sigmoid is a monotonic function, higher logits correspond to higher predicted probabilities.
Thus, the qualitative interpretation of PDPs remains valid: increasing g} (z7) — g9(x7) generally
increases the model’s confidence in class 1.

Feature Importance Analysis The KAAM framework also enables a straightforward and inter-
pretable computation of feature importance by leveraging the structure of the logit matrix A. Recall
that each column of A corresponds to the additive contribution of a single covariate (plus a bias
term) across all patients. This structure enables us to assess the variation of each covariate across
the population and, consequently, its contribution to discriminating between different prediction
outcomes.

In particular, if a column j in A exhibits low variance, it suggests that covariate j contributes similarly
across patients and is thus less informative for classification. Conversely, a column with high variance
indicates that the covariate plays a significant role in differentiating between low- and high-risk
patients. The final bias column (e.g., o' — o in Equation 14) is constant by construction and serves
as a baseline reference. We quantify feature importance by computing the empirical variance of
each column in A. This results in an intuitive, model-driven ranking of covariates based on their
contribution to the prediction logit.

Crucially, this importance measure is global, as it is computed across the entire cohort. However,
the same analysis can be applied to any subpopulation of interest (e.g., high-risk patients, specific
age groups, treatment cohorts), enabling a more granular understanding of how the model’s reliance
on specific features varies across patient subgroups. This facilitates subgroup-aware auditing of the
model, supporting trust and transparency in sensitive clinical contexts.

Probability Radar Plots A PRP is a radial visualization tool that facilitates individualized model
interpretation (Saary, 2008). In the context of KAAMs, we adapt this tool to highlight the impact of
each covariate on the predicted probability for a specific patient ¢, by comparing it against an “average
patient” baseline o(J). We define the average patient as the one whose input covariates correspond to
the mean logit contributions across the population, i.e., the vector § = [0%, 62, ...,5M a] computed

from the mean of the logit matrix A. The associated predicted probability is o (« + Zj\il §7).

To assess how an individual patient ¢ deviates from this baseline, we construct a PRP where each ray
corresponds to a single covariate z7. For each j, we compute the probability obtained when replacing
the j-th logit contribution in the average vector with that of the actual patient:

ola+d 0" +g;])|. (15)
Py

This value reflects the predicted probability that the average patient would have if only covariate j
were replaced by its value in patient ¢. The resulting plot provides a concise and intuitive view of
how each covariate influences the prediction, pushing it above or below the baseline. Rays pointing
outward indicate covariates that increase the predicted risk compared to the average patient, while
rays pointing inward reflect protective or neutral effects.

This analysis can be customized further by redefining the average vector J based on clinically
meaningful subgroups, such as age strata, comorbidities, or risk profiles. Doing so allows for context-
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aware comparisons, for instance, evaluating a patient relative to others with the same disease stage or
demographic background.

Nearest patient retrieval An additional advantage of the KAAM framework is the availability of
the logit matrix A, which enables patient-level comparisons in a clinically meaningful representation
space. In particular, we propose identifying the most similar patients not in the original covariate
space (which may fail to reflect the clinical relevance of features), but in the logit space, where
covariates are weighted according to their learned predictive importance.

Given a new patient x,, we compute their logit representation J, by evaluating the KAAM model
on their covariates, i.e., retrieving the row of A from Equation 14 corresponding to x,. We then
measure similarity between J, and the rows of A from the training set using a distance metric. In our
experiments, we employ the Euclidean distance, but other metrics could be used depending on the
application.

This approach naturally accounts for the model’s implicit feature weighting. For instance, in a
diabetes classification task, if the KAAM has learned that BMI is more influential than sex, then
differences in BMI will contribute more heavily to the distance in logit space, effectively prioritizing
clinically relevant similarity. From a clinical perspective, retrieving similar patients in logit space
offers practical benefits. Physicians can inspect the medical records of their nearest neighbors to
inform decision-making, identify treatments that have proven effective in similar cases, or anticipate
potential complications. As such, this strategy provides a transparent and actionable tool for case-
based reasoning in clinical support systems.
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Appendix

A  HYPERPARAMETER OPTIMIZATION AND TRAINING EFFICIENCY

We performed an exhaustive hyperparameter optimization via grid search for all models. The search
spaces were defined as follows:

* RF: number of estimators {20, 50}; maximum tree depth {10, 20}; class balancing {True, False};
minimum samples per leaf {1, 5}.

* LR: penalty type {L1, L2}; class balancing {True, False}.

» MLP: hidden layer sizes {32, 64, 128, 256}; L2 regularization {1e-3, le-4}.

» NAM: number of learners {10, 20}; basis functions {32, 64, 128}; hidden layer sizes {(64, 32),
(128, 64)}.

* Logistic-KAN: hidden sizes {0, 5, (5, 5)}; B-spline grid points {1, 3, 5}; spline degree {1, 3, 5};
L1 regularization {le-1, le-2, le-3}; class balancing {True, False}; KAN initialization {sparse,
dense}.

* KAAM: same as Logistic-KAN, but limited to no hidden layers (i.e., hidden size = 0).

All configurations were evaluated using 3-fold cross-validation. The best-performing hyperparameters
were selected based on their performance in validation.

Models implemented in scikit—learn, such as MLP, LR, and RF, are highly optimized and
exhibit fast training times, with average execution times ranging from 0.06 to 0.19 seconds for MLP,
0.01 to 0.06 seconds for LR, and 0.10 to 0.16 seconds for RF. In contrast, models implemented in
PyTorch require substantially longer training times: the NAM ranges between 76.69 and 110.62
seconds per model, the Logistic-KAN between 8.14 and 43.64 seconds, and the KAAM between 5.54
and 68.97 seconds. While KAN-based models are computationally more expensive than classical
baselines, they remain significantly faster to train than NAMs.

B STATISTICAL SIGNIFICANCE ANALYSIS

In Section 2.2, we reported the predictive performance of all models across six clinical datasets and
five evaluation metrics, summarizing their overall behavior using the MRR (Table 3). The MRR
offers a principled, ranking-based aggregation of performance across multiple tasks and metrics,
highlighting consistently strong models rather than excelling only on isolated datasets.

To complement this ranking perspective with a formal significance test, we also conducted a Friedman
test (Demsar, 2006; Rainio et al., 2024) followed by Holm-Bonferroni corrected (Holm, 1979)
pairwise Wilcoxon signed-rank tests. These non-parametric tests assess whether the observed
differences between models are statistically significant across all tasks, assuming paired measurements
are available. Because the Friedman test requires that all models be evaluated on the same set of
tasks, NAM was excluded from this analysis due to its binary-class restriction.

Table 8 reports the adjusted p-values from these post-hoc comparisons. For each metric, the baseline
model (underlined) is the one with the highest average performance. An asterisk (*) indicates that
the difference with respect to the baseline is not statistically significant at o = 0.05.

Taken together, the MRR results and the Friedman-based p-values provide complementary evidence
about model performance. The MRR highlights which models rank highest and most consistently
across metrics and datasets. The Friedman test, in turn, quantifies whether those differences are
statistically meaningful rather than due to chance. For instance, Logistic-KAN achieves the highest
overall MRR (0.71), reflecting consistent top-ranked performance across tasks. The Friedman post-
hoc tests show that the difference between Logistic-KAN and KAAM is generally not statistically
significant, indicating comparable performance between these two interpretable models. Conversely,
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neural baselines such as MLP or NAM exhibit lower MRR values and significantly different (worse)
performance according to the Friedman test, reinforcing the robustness of our proposed approaches.

This two-tier evaluation (ranking plus significance testing) offers a more comprehensive and reliable
picture of model performance than either measure alone, underscoring the practical advantage of
Logistic-KAN and KAAM in tabular clinical prediction tasks.

Classification Model

Metric MLP LR RF LogisticcKAN KAAM
Accuracy 0.170*  0.288*  0.876* 1.000* 1.000*
ROC-AUC 0.006  0.876* 0.631* 0.876* 0.876*
Fl-score 0.026  1.000*  1.000* 1.000* 1.000*
Precision 0.044  1.000*  1.000* 1.000* 1.000*
Recall 0.089* 0.256* 0.241* 1.000* 1.000*
All metrics <le-3 0.068* 0.109* 1.000* 1.000*

Table 8: Adjusted p-values from the Holm—Bonferroni corrected post-hoc comparisons of each model
against the best-performing baseline for each metric. Values correspond to the corrected p-value of
the paired Wilcoxon test. An asterisk (*) indicates that the difference with respect to the baseline is
not statistically significant at o = 0.05, i.e., the model performs comparably to the baseline for that
metric. Lower p-values (without *) indicate statistically significant differences (worse performance).

C ADDITIONAL RESULTS

This appendix presents the complete symbolic expression learned by the KAAM model for the
Diabetes-130 dataset, a multiclass diagnostic classification task. Each equation corresponds to the
logit [}, associated with class k, following the additive structure defined in Equation equation 12.

lo = — 0.05 x age — 0.143 x change + 0.035 x diabetesMed
— 0.023 x diags + 0.015 x gender
+ 0.158 x glyburide — metformin — 0.263 X nateglinide

—0.01 x NUuMjabprocedures — 0.055 x numberemergency
— 0.056 x numberoutpatient + 0.032 x (0.979 — 1repag1inide)2

+0.088 x (1 — 0.563 x rosiglitazone)?

—0.243 x sin (0.373 x admissiontypeid + 5.387)
— 0.407 x sin (5.64 x glimepiride + 1.377)

+ 0.487 X sin (5.754 x glipizide — 1.966)
—0.261 x sin (0.383 X nummedications + 5.188)
—0.293 x sin (0.544 x pioglitazone + 8.238)
—0.129 x sin (0.329 X timeinhospital — 7.433)

+ 0.097 x cos (0.752 x admissionsourceid + 0.583)
+ 0.493 X cos (5.816 x insulin + 5.997)

+ 0.048 X cos (5.634 x metformin — 9.613)

— 0.04tan (0.633 x glyburide — 1.217)

+0.012 x [9.318 X race — 2.978| + 0.947
—0.041 x 674.184><t01butamide

(16)

B 0.506
\/0.328numprocedures +1
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l1 = —0.112 X age 4 0.045 x change + 0.091 x diabetesMed
— 0.076 x dischargeqispositionid + 0.063 X gender
—0.236 x glyburide — metformin — 0.039 x nateglinide
+ 0.189 x numberinpatient + 0.064 X numberoutpatient

— 0.112 x tolbutamide + 0.007 x /glipizide + 0.374

4 0.148 x (—0.46 x repaglinide — 1)*

4 0.15 x (—0.348 x rosiglitazone — 1)* a7
+ 0.012 X log (9.993 X metformin + 0.156)

+0.079 X log (8.436 X race + 2.158)

— 0.686 X sin (0.409 x glimepiride + 2.178)

—0.064 X sin (1.024 x glyburide + 4.192)

+0.027 x tan (2.587 x insulin 4 0.44)

0.005

0.145
+ + 0.51 x —1.207 x pioglitazone

l2 =0.018 x admission¢ypeia — 0.092 x age + 0.018 x change
+ 0.009 x diabetesMed — 0.076 x gender
+ 0.295 X nateglinide — 0.089 X numprocedures
+ 0.107 X numberemergency + 0.112 X numberinpatient
+ 0.064 X numbersutpatient
+0.059 x (—0.183 x glimepiride — 1)*
+0.319 x (—0.061 x glyburide — 1)?
—0.024 x (—repaglinide — 0.775)>
+0.184 x (—
_ 0462 x (006X metformin
+ 0.338 X sin (0.482 x admissionseurceia — 1.261) (18)
—0.359 X sin (6.775 X glipizide — 7.388)
+ 0.151 x sin (0.366 x race — 7.365)

0.294 x rosiglitazone — 1)

—0.097 x cos (0.38 x diags + 0.774x)

— 0.335 x cos (0.402 x dischargeaispositionia — 5-804)
—0.146 x cos (0.96 x insulin — 3.135)

—0.363 X cos (0.346 X nummedications — 9-816)

+0.317 X cos (0.344 X timeinhospital + 6.769)

—8.4 1 i
—0.3394+0.024 x e 8.408 x tolbutamide
+0.011 x 674.491xglyburldefmetformln

~ 0.002
0.162 — 1.027 x pioglitazone

The performance metrics obtained from this symbolic KAAM model (using the formulas above)
closely match those of the original KAAM model trained with full B-splines and without pruning.
Specifically, the symbolic version achieves accuracy of 0.57/0.58, precision of 0.50/0.50, recall of
0.57/0.58, Fl-score of 0.48/0.50, and ROC-AUC of 0.56/0.54, demonstrating that expressivity is
retained while gaining interpretability.
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